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Abstract— Cloud computing is increasingly being adopted in 
different scenarios, like social networking, business 
applications, scientific experiments, etc. Relying in 
virtualization technology, the construction of these computing 
environments targets improvements in the infrastructure, such 
as power-efficiency and fulfillment of users’ SLA 
specifications. The methodology usually applied is packing all 
the virtual machines on the proper physical servers. However, 
failure occurrences in these networked computing systems can 
induce substantial negative impact on system performance, 
deviating the system from ours initial objectives. In this work, 
we propose adapted algorithms to dynamically map virtual 
machines to physical hosts, in order to improve cloud 
infrastructure power-efficiency, with low impact on users’
required performance. Our decision making algorithms 
leverage proactive fault-tolerance techniques to deal with 
systems failures, allied with virtual machine technology to 
share nodes resources in an accurately and controlled manner. 
The results indicate that our algorithms perform better 
targeting power-efficiency and SLA fulfillment, in face of cloud 
infrastructure failures. 

Keywords- SLA specification; virtualization; power-
efficiency; fault-tolerance 

I. INTRODUCTION

Cloud computing has recently gained popularity as a 
resource platform for on-demand, high-availability, and 
high-scalability access to resources [1,2]. It represents a new 
kind of computational model, providing better use of 
distributed resources, while offering dynamic flexible 
infrastructures and QoS guaranteed services. From a 
hardware point of view, it gives users the illusion of infinite 
computing resources, available on-demand. 

Cloud computing addresses many important 
characteristics in computer systems, such as virtualization 
[3], scalability, interoperability, fail over, load balancing, etc. 
Virtualization technologies renders flexible and scalable 
system services to cloud computing systems, creating a 
powerful computing environment, where virtualized 
resources can be dynamically allocated, expanded, shrunk or 
moved, as demand varies. Today’s virtualization 
technologies enable virtualization of many factors, such as 
IT resources, hardware, software, operating systems and 

storage, whereas environment is decoupled from physical 
platform. Moreover, with the development of virtualization 
tools like KVM, XEN, VMware, etc., new capabilities are 
introduced, such as virtual machine (VM) live migration, 
VM checkpoint/restart, and VM pause/unpause, while 
maintaining the performance overhead for applications 
within acceptable range [3,4]. 

Nowadays, cloud computing is progressively being 
adopted in different scenarios, such as business applications, 
social networking, scientific computation and data analysis 
experiments, etc. [5,6]. Scientific computing usually involves 
the selection, construction and maintenance of large systems. 
Such systems have been initially addressed with dedicated 
high-performance computing (HPC) infrastructures, such as 
clusters, or with a pool of networked machines, managed by 
the same entity. Lately, Grid Computing [7] introduced new 
capabilities, like selection of most appropriate set of 
machines meeting the applications requirements, providing 
access to computing power extended around all over the 
world. 

Scientific applications and experiments are usually 
composed of a certain number of tasks, with various 
computation and data needs. By using cloud based 
technologies, scientists can have easy access to large 
distributed infrastructures, with the ability to scale up and 
down the computing resources according to the applications 
needs. Virtualized cloud resources enable performance 
isolation, on-demand creation and customization of 
execution environments, from which scientists can benefit. 
From the scientists point of view, cloud computing provides 
many resources as they need, when they need them and for 
as long as they need them. 

Despite the use of virtualization as a manner to guarantee 
manageability and availability properties, remains, though, 
big challenges related to autonomous management of 
virtualized infrastructures, such as energy efficiency, 
preserve of users’ service level agreements (SLA) in face of 
workload variations and infrastructure failures [8]. From the 
cloud provider point of view, energy efficiency is a crucial 
issue since it dominates the operational costs. However, 
reducing the power consumption can lead to SLA violations. 

In this paper, we propose to proactively manage 
consolidation of independent tasks, which compose a 

2013 IEEE International Conference on Cloud Engineering

978-0-7695-4945-3/13 $26.00 © 2013 IEEE

DOI 10.1109/IC2E.2013.16

1



scientific job, where computing resources are affected by 
failures. The goal is to improve energy efficiency, while 
maximizing the rate of completed jobs (i.e. SLA), by
constructing reliable and high-available computing 
environments. We consider the problem of dynamically map 
tasks, running on top of VMs, to physical machines (PMs),
in a power- and failure-aware way. These virtual-to-physical 
resources mapping decisions consider both the performance 
status, power-efficiency, and reliability levels of compute 
nodes. The optimization decision includes selecting the strict 
amount of CPU capacity necessary to accomplish the task 
within its deadline, considering the predicted mean-time-
between-failure of each node and VMs migration overhead. 
Also, our optimization strategy enables the infrastructure to 
react to energy inefficiencies, by continuously monitoring 
energy efficiency. 

The remainder of this paper is organized as follows. 
Section II introduces and discusses related work based on 
dynamic placement and provisioning of VMs. Section III 
presents the architecture of our controller for a power- and 
failure-aware dynamic mapping of VMs to PMs, in the 
private cloud. Section IV formulates the virtual machine 
placement and provisioning problems and describes the 
details of the proposed approach. Section V presents 
simulation results and analyses the performance of the 
proposed algorithms. Section VI concludes this paper. 

II. RELATED WORK

This paper provides a different approach to dynamic 
scheduling of virtual machines in clusters. Therefore, we 
introduce relevant related work in solving and optimizing 
power-efficiency and SLA fulfillment issues. 

A. Virtual Machine Technology 
Virtualization is one of the main characters of cloud 

computing. The technology started being used on main-
frames and has been recently adopted for other classes of 
servers. With system virtualization, a thin hypervisor layer, 
sometimes called virtual machine monitor (VMM), sits 
between the physical hardware resources and the operating 
systems. Virtualization has the power to divide a single 
physical computer into multiple logical computers, or virtual 
servers, each running its own guest operating system (GOS), 
as described in Fig. 1. The VMM role is to multiplex and 
arbitrate access to resources of the host platform so that they 
can be shared among multiple VMs. 

Figure 1. Virtual machine concept. 

The recently resurgence of virtualization relates to the 
possibility to deal with issues in the datacenter, such as 
hardware underutilization, variance in demanding 
requirements of computing resources, high system 
administration costs, and reliability and high-availability. 
Currently, virtualization technologies provide powerful 
mechanisms, namely VMs resizing, migration and 
checkpointing. VM resizing mechanism permits the 
adjustment of resources allocation, by adding additional 
CPUs, network interfaces, or memory. In particular, Xen 
credit CPU scheduler [9] allows distribution of CPU share, 
or credit, to active VMs according to the weights specified 
by the user. For example, Xen credit scheduler can allow 
execution of two tasks, one VM receiving 30% of total CPU 
capacity, and the other the 70% remaining. On the other 
hand, the VM migration technique allows an administrator to 
move a VM instance to another physical node while 
conserving VM execution state. Thus, virtual machine 
migration has emerged as a promising technique to be 
utilized by resource management algorithms since it can 
cope with resources allocation problems in the virtualized 
environments. The checkpoint mechanism works by 
asynchronously replicate/checkpointing the primary VM 
memory and disk to a backup one, in a very high frequency 
[10-12]. Administrators use the previously mentioned tools 
to adequately manage the computing environment. 

B. Autonomic Computing 
Increasingly allied with virtualized infrastructure 

management, autonomic computing [13] provides systems 
the ability to self-manage according to pre-defined detailed 
goals. Autonomic paradigm is characterized by three distinct 
phases, namely, sensing, deciding and acting, usually 
running in a Monitor, Analyze, Plan and Execute (MAPE) 
[14] loop. The deciding phase, implemented through 
decision making algorithms, is essential for obtaining the 
desired self-managed system. 

In the next subsection we present important research 
work that has been done to improve the management of the 
virtualized cloud infrastructure, by applying different 
decision making algorithms and strategies targeting the
optimization of various objectives. 

C. Dynamic Resource Allocation 
Dynamic resource placement and provisioning are useful 

techniques for handling the multi-time-scales variations in 
the capacity of resources. Supported by making decision 
algorithms, dynamic resources allocation is used to perform 
consolidation targeting goals such as minimizing total power 
consumption, without substantial degradation on 
performance. 

Concerning resource consolidation and optimization of 
power consumption, Hermenier et al. [15] propose Entropy, 
a dynamic consolidation resource manager for homogeneous 
clusters based on constraint programming that takes 
migration overhead into account. The goal is to minimize the 
number of active nodes, and powering down inactive ones,
while maintaining performance. The VMs were considered 
to be active or inactive. Based on VMs state, authors propose 
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to sort VMs according to memory requirements and migrate 
them as needed. They use the Choco [16] library to solve a
constraint satisfaction optimization problem. VM mapping
algorithm works in two phases: (i) it first attempts to find the 
minimum number of nodes necessary to host all VMs; (ii) 
and then computes a viable configuration that minimizes the 
reconfiguration time. 

vGreen [17] targets performance and energy efficient 
computing in virtualized environments by managing VM 
scheduling across different PMs. The proposed system, 
based on a client-server model, exploit the relationship 
between a VM’s characteristics, such as instructions per 
cycle, memory accesses, etc., and its performance and power 
consumption. Authors contribute with a novel hierarchical 
metric that capture power and performance profiles on the 
VMs, which allows to dynamically schedule the VMs across 
the pool of PMs and optimize energy and performance. 

PsciMapper [18] is a power-aware consolidation 
framework for scientific workflows. The idea is to 
consolidate workloads with dissimilar requirements, and 
reduce total power consumption and resource requirements 
simultaneously. Authors start by cluster/group dissimilar 
workflows tasks based on the interference between the 
resources requirements of the workflow tasks. Then, clusters 
obtained are mapped to the given set of servers, by using the 
Nelder-Mead [19] algorithm. During this mapping phase, the 
kernel canonical correlation analysis (KCCA) method is used 
to relate resource requirements to performance and power 
consumption. The algorithm developed can greatly reduce 
power consumption with lower execution slowdown. 

Laszewski et al. [20] focuses on scheduling virtual 
machines in a high performance cluster computing to reduce 
power consumption. Virtual machines are dynamically 
provided for executing scientific cluster jobs. Authors 
propose a new cluster algorithm that minimizes the processor 
power dissipation by dynamically scaling down processor 
frequencies, which minimizes the processor supply voltage, 
without significantly increase the overall VM execution time. 

Xu and Fortes addressed works focused on initial [21] 
and dynamic [22] mapping of VMs to physical resources. 
The objectives in both works are simultaneously minimizing 
total resource wastage, power consumption, and thermal 
dissipation costs. The first work about initial mapping 
proposed an improved genetic algorithm with fuzzy multi-
objective evaluation for efficiently searching the large 
solution space and conveniently combining the conflicting 
objectives. The second work concentrates on the dynamic 
placement of VMs, whereas authors try to optimize a multi-
objective utility function, which aggregates the three above 
described objectives in a weighted sum. Authors also defined 
threshold values and observation windows sizes for 
condition detection and stabilization of computing 
infrastructure. 

Near to our work in terms of objectives, the PADD 
scheme [23] proposes to minimize energy consumption 
while satisfying SLAs requirements. Authors’ scheme 
dynamically migrates VMs onto fewer PMs during periods 
of low utilization, and expands them onto more nodes if 
usage rises. The proposed algorithm intends to minimize 

total energy while meeting given performance requirements, 
and is based on nodes’ free CPU capacity thresholds. It also 
uses a buffering technique to implement safety margins and 
thus reserving capacity to deal with workloads demands 
fluctuations. The SLA specifies how much of a demand must 
be processed within a given time limit. SLA violations can 
occur, since PADD scheme is best-effort based. 

Niehorster et al. [24] targets to enforce SLAs specified 
between provider and the user, for scientific applications 
running in clouds. Specifically, authors investigate the class 
of deadline-driven batch jobs and propose algorithms to 
fulfill the deadline-based SLAs, using the cloud underlying 
infrastructure as a black-box. To start a job, the algorithm 
checks first if the cloud infrastructure can fulfill the deadline 
and estimates the respective cost. Then, if provider and 
scientific user agree on the SLA, the job is submitted and a 
reflex software agent, based on a fuzzy control system, 
guarantees the SLA fulfillment and minimization of used 
resources. 

Various works addressed the issue of computing 
environment availability and reliability, targeting SLA 
fulfillment. For example, Feller et al. built Snooze [25], a 
scalable, fault-tolerant and distributed consolidation manager 
for heterogeneous clusters. The aim is to dynamically 
consolidate the workload of underlying software and 
hardware heterogeneous cluster setup, composed out of 
virtualized and non-virtualized machines running a SSI 
operating system in a uniform and transparent way. It uses 
the common cluster management and monitoring API to 
minimize the number of machines hosting the workload. The 
approach divides the problem in two parts: consolidation 
management and idle-time management. The problem of 
mapping the workload to PMs is defined as instance of a 
one-dimensional bin-packing problem (CPU), in which the 
PMs represent the bins and workload the items to be packed. 
To solve this problem, authors use heuristic algorithms with 
relaxed constraints, which take into account VMs migration. 
Additionally, they use the replication technique to achieve 
fault-tolerance. However, authors do not take into 
consideration workload trends and CPU is the only resource 
capacity value considered for decision making. 

Loveland et al. [26] combines virtualization technology 
to provide high-availability (HA) configurations based on 
redundancy (such as active/active and active/passive), while 
minimizing costs.  

Nagarajan et al. [27] addressed the first comprehensive 
study of proactive fault tolerance (FT) using VM migration 
mechanisms. Authors exploit Xen to migrate a MPI task 
from a health-deteriorating node to a healthy one. Their 
solution integrates intelligent performance monitoring 
interface (IPMI) for health inquiries (migration starts for 
threshold violations) with Ganglia, which determines node 
targets based on load averages to where migration should 
occur. Each node in the cluster runs a daemon that monitors 
usage resources and multicasts that information to all other 
ones. Thus, all nodes have an approximate view of the entire 
cluster. Proactive FT daemon selects the target node for 
migration as the one which does not yet host a guest virtual 
machine and has the lowest CPU usage. The FT daemon 
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provides three features: (i) health monitoring, (ii) decision 
making and (iii) load balancing. In case of node failure 
without prior health deterioration symptoms, the system 
automatically reverts to reactive fault tolerance approach, by 
restarting from the last checkpoint. Combination of proactive 
and reactive mechanisms allows to decrease the cost of 
reactive fault tolerance by lowering the checkpoint 
frequency. 

VgrADS project [28] provides a virtual grid execution 
system that uniforms qualitative resource abstraction over 
aggregate resources from disparate sources under different 
policies, such as grids and clouds. Authors apply virtual grid 
execution for scheduling a set of deadline sensitive weather 
forecasting workflows, balancing performance, reliability 
and cost considerations. Fault tolerance is achieved through 
replication of executing tasks. The system works by first 
applying a rank value to each workflow job and then 
scheduling these jobs based on their rank priorities. 

Song [29] investigates and proposes failure-aware node 
selection strategies for the construction and reconfiguration 
of VMs to enhance system availability and achieving high 
performance. The approach leverages proactive failure 
management techniques, based on VMs migrations, and 
considers both the performance and reliability status of 
compute nodes in making selection decisions. Author 
proposes Optimistic Best-Fit (OBFIT) and Pessimistic Best-
Fit (PBFIT) algorithms to determine the best qualified nodes 
to allocate VMs which will run user jobs. Experiments 
showed that the higher rate of successfully completed jobs 
was achieved by using OBFIT and PBFIT strategies. 
However, these algorithms do not perform well with bad 
predictions (here referred above 40%). Results showed that 
the approach enabled an increase of 17.6% in job completion 
rate compared with that achieved in the current LANL HPC 
cluster. 

All these works address specific issues, such as 
minimization of power consumption, SLA fulfillment, etc. 
However, our work is distinct in task consolidation in 
virtualized environments, since it considers improving 
power-efficiency and completion rate of users’ jobs, by 
taking into account predicted occurrence of failures in the 
computing infrastructure. 

III. SYSTEM MODEL

This section provides the formal description for a power-
efficient aware dynamic mapping of VMs to PMs that 
considers the occurrence of failures in nodes to improve 
completion rate of users’ jobs. We can consider that our 
work is an extension of [29].

A. System Overview 
We look at a private cloud computing environment 

consisting of cloud provider and cloud users, which 
architecture is illustrated in Fig. 2. The cloud provider 
infrastructure CI is composed of p physical hosts, 
CI = {h1, …, hp}. Physical hosts are homogeneous with the 
same CPU capacity C, memory capacity M, network 
bandwidth N, equal access to a shared storage space S for 
storing VMs disk images, and a predicted time in future for 

occurrence of failure F, which can vary among PMs, 
hi = {C, M, N, S, F}. In our work, we define failure as any 
anomaly caused by hardware or software fault, unstable 
environment or intentional or mistaken actions carry out by 
the infrastructure administrator and that precludes computing 
infrastructure components to work. 

A typical usage scenario is as follows: cloud users submit 
jobs. For each user, the cloud manager system creates a 
cluster coordinator whose function is to manage users’ jobs 
execution. A cluster coordinator reserves the necessary 
resources from cloud infrastructure to run their jobs. Each 
job J can be seen as a set of independent (CPU-intensive 
workload) tasks T, J = {T1,  …, Tn}. To each task, the cluster 
coordinator runs the dynamic resource allocation algorithm 
that creates and manages the respective VM, which will run 
on top of one PM at a time. The set of VMs constitute a 
virtual cluster execution environment. A VM encapsulates 
the task execution environment and is the unit of migration 
in the system. In our model, multiple distinct VMs can be 
mapped to a single PM. Each job has a completion deadline 
and the VMs running its tasks will be collected when the 
deadline is finished. The cluster coordinator is responsible to
collect the VMs. To each task is given a deadline that is 
based on users’ jobs deadline. Jobs deadlines start counting 
as soon cloud users submit them. However, cloud computing 
environment acts as best-effort, meaning that resources could 
not be available at that time, delaying the start of jobs 
execution. 

As mentioned earlier, virtualization technologies, such as 
Xen, allows migration of virtual machines. We use this 
feature to assist the management of computing environment 
and run VMs with minimal service interruption. Due to 
imperfections of failure prediction, stop and copy migrations 
are preferable than live migrations, which take longer to 
accomplish the migration process. With a stop and copy 
migration, the VM migration overhead is 12 seconds, as 
measured in [29]. Additionally, we use Xen credit scheduler 
for fine-grained VM consolidation, allocating the strictly 
necessary amount of CPU cycles to execute a task within its 
deadline. 

Figure 2. Private cloud management architecture. 
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Each cluster coordinator has access to virtual and 
physical machines information, such as PMs’ failures 
prediction, resources contention, power-efficiency, tasks 
execution status, etc. Physical nodes failures are handled at 
runtime by means of VMs stop and copy migrations. If a PM 
fails before its running VMs conclude the migration process, 
then those VMs will be respawned in other PMs. We apply 
horizontal and vertical scaling of VMs in terms of CPU, 
meaning that the amount of CPU cycles scheduled to a VM 
that runs a task can be updated dynamically. As a result, the 
resource allocation granularity depends on the number and 
capacity of VMs running the tasks. 

The cloud provider is responsible for the performance 
attainment that is required by users. Dynamic mapping of 
VMs to PMs is achieved by execution of proposed 
algorithms, which take into account tasks resources needs, 
PMs characteristics (i.e. capacity and predicted failure time), 
current mapping of VMs to PMs, and migration time to 
improve power-efficiency and jobs completion rate. 

B. Assumptions 
The following basic assumptions are made: 
� All physical nodes are homogeneous. 
� For each job, the arriving time is unknown, but the 

number of tasks (fanout) and the deadline for each 
task are known. 

� The maximum resource needs (CPU, RAM, etc.) for 
each task is known (by running pilot jobs or using 
another technique). 

� Each task, running in a single VM, contains a known
CPU-intensive workload and has a CPU capacity 
requirement that is a fraction of a node CPU 
capacity. 

� Running tasks do not meet resources scarcity during 
execution, since cluster coordinators only schedules 
tasks if exists the minimum necessary amount of 
required resources. 

� The process of migrating all VMs from one physical 
node to another takes 12 seconds, independently of 
which tasks they are running. 

� The necessary time to create or respawn a virtual
machine is insignificant. 

The predictor tool, which allows the prediction of the 
occurrence time of PMs next failure, is another area of 
research and it is not the focus of our work. 

IV. PROBLEM FORMULATION

Based on the assumptions described in subsection III.B, a 
deterministic optimization problem can be formulated to 
solve power- and failure-aware dynamic mappings of VMs 
to PMs, meeting performance constraints. The symbols used 
in the optimization formulation are listed in Table 1. 

A. Optimization Formulation 
Based on [22], the power consumption P of a certain PM

can be estimated based on the linear power model 
P = p1 + p2CPU%, where CPU% is the percentage of CPU 
utilization. Equation (1) expresses the power-efficiency for a 

certain PM, at a specific time unit, and denotes how much 
useful work is done by the consumed power.  

                                                                                            (1) 

The power-efficiency varies from 0 to 1, and reaches its 
maximum value when CPU usage is 100%. Equation (2) 
defines the completion rate of users’ jobs, which is 
calculated as the ratio of completed jobs with respect to the 
number of submitted jobs. Its value falls in the [0, 1] interval. 

                                                                                        (2) 

The objective of our work is to maximize (3), which we 
henceforth call by working-efficiency. It measures the 
quantity of useful work done (i.e. completed users’ jobs) by 
the consumed power. First, we calculate the average power-
efficiency for all active PMs i � [1, u], at time unit s. Then, 
we determine the average power-efficiency for all time units 
in the simulation period f, during which the jobs’ tasks are 
being processed. Finally, the working-efficiency value is 
calculated by multiplying the final average power-efficiency 
with the ratio of completed jobs Eff(J). 

                                                                                        (3) 

Equations (4)-(6) are the constraints the system 
optimization is subject to. Equation (4) denotes that 
resources r required by all tasks {t1, …, tq} that run on node i
cannot exceed its capacity Ci. 

                                                                                        (4) 

Equation (5) implies that a VM can migrate and run 
along various physical nodes during its execution, but the 
resources allocated in each physical node should consider the 
task execution deadline and migration overhead, in order to 
assure the task completion within its deadline. 

                                                                                        (5) 
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Equation (6) means that if we run a task t on node i with 
reliability �i greater than its deadline dt, then we can allocate 
the strictly necessary amount of resources to complete the 
task within its deadline. 

                                                                                        (6) 

Equation (7), which we call as the reliability weight, is 
used to decide which PM should be selected to run a VM, in 
case of several PMs return the same power-efficiency value. 
The PM returning the lowest Rweight value should be preferred 
among the others providing the same power-efficiency,
which implies selecting the most reliable PM according to 
the task’s deadline. 

                                                                                        (7) 

Based in the above formulation, there can be situations in 
which no scheduling is viable, due to scarcity of resources. 
In such cases, users’ jobs will wait until cloud computing 
environment completes running jobs and releases the 
necessary resources. 

TABLE I. SYMBOLS USED IN DYNAMIC VM ALLOCATION PROBLEM 
FORMULATION. 

Symbol Description

h Number of physical servers

Ci Capacity of physical node i

CPU% Percentage of used CPU capacity on physical node

p1, p2 Constants for linear power function

Js, Jc Job submitted and job completed, respectively

f Number of time units for the simulation period

u Number of active PMs, at a certain time unit s

rt

Task t (or virtual machine t) capacity request over PM i
(max rt is the maximum amount of resources to task t run 
at full speed; min rt is the minimum amount of resources to 
task t finish within its deadline)

δi Predicted instant of failure for node PM i

dt Completion deadline for task t

Wt Workload for task t

mij
Overhead migration of a VM that runs a task, from node i
to node j

Rweight
Reliability weight to consider when placing a VM among 
PMs that return the same power-efficiency

To select a PM to run the VM, the formulation considers: 
(i) available CPU capacity: the available host CPU capacity 

must be enough to complete the task within its deadline; (ii) 
power-efficiency: the final host power efficiency if the 
algorithm decides to place the VM; (iii) predicted occurrence 
time of node’s failure: time to next failure for host, plus VM 
migration time and eventual delay in VM migration process 
due to others VM migrations occurring/programmed from 
the same host/migrating to the same destination host. 

B. Dynamic VM Allocation Algorithms 
This subsection presents dynamic placement and 

provisioning of VMs in a power- and failure-aware enabled 
private cloud computing environment. All assignments are 
subject to constraints imposed by equations (4)-(6). The 
algorithms run iteratively until they find the best map VMs 
to PMs. VMs are mapped one at a time. The assignment 
differs slightly if we are creating a VM, or migrating an 
existing one. Next, we present two strategies to place VMs. 

1) Minimum Time Task Execution (MTTE): For an 
incoming job execution request J, the corresponding cluster 
coordinator creates an increasingly sorted list of relative 
tasks {T1, …, Tn}, in terms of the difference between the task 
completion deadline dt and minimum necessary time for 
task completion, as described in (8). 

                                                                                        (8) 

Equation (8) can return a negative value for task Tt. In 
that case, the task initiation is aborted since it cannot be 
completed within its deadline. Negative values rise from the 
possibility that the task could not be assigned in a previous 
temporal attempt, due to scarcity of resources, and in the 
next temporal instant the cluster coordinator retries to reserve 
resources to that task Tt. 

In the next step, the algorithm picks up the first task from 
the sorted list and analyses, for each physical node Ph, and 
accordingly to (5)-(6), if there are enough resources to run 
the task Tt. Equation (4) is also evaluated, since VM 
scheduling is subject to available resources capacity of 
physical nodes. Then, for each node Pu that raised from the 
previous step, the power-efficiency is calculated according to 
(1). If power-efficiency equals for a set of PMs, the 
algorithm chooses the PM that returns the lowest value from 
(7). Such criteria permits that tightly tasks (i.e. in terms of 
(8)) run in nodes deploying necessary resources, and with the 
maximum slack of time to execute within their deadlines. 
The parameter mij equals to zero, since we assume that there 
is no overhead from creating or respawning VMs. 

Due to node failures or possible overloaded resources, 
migrations can occur to mitigate such issues. Because we 
consider tasks with stable and well known resources 
demands, we only study those cases in which migrations 
happen due to proactive measures against nodes failures or 
power-efficiency improvements. In these cases, our 
algorithm acts similarly as previously described for creation 
of VMs. However, it additionally considers the overhead due 
to the VM copy from one node to the other. The parameter 
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mij is calculated based on the highest value from the pair PM 
origin and PM destiny and is incremented by 12 seconds to 
be considered to next migrations involving any of those 
PMs. For example, let us consider a stable system situation, 
where no migrations where made recently, and that we have 
VM1 and VM2 running on PM2. Now we assume the 
migration of VM1 and VM2 to PM3. Migration of VM1 is 
done with parameter mij being zero, since the system was in a 
stable situation. Subsequently, in VM2 migration from PM2 
to PM3, the mij parameter will be 12 seconds, which is the 
time necessary for VM1 to migrate. Now, VM2 migration 
process will start 12 seconds after of the decision taken and 
will remain another 12 seconds being copied. 

2) Relaxed Time Task Execution (RTTE): This 
algorithm is based in the previous MTTE, but instead of 
providing tasks with full access to maximum necessary 
resources to run at full speed, it uses Xen credit scheduler to 
reserve the strictly necessary amount of resources for task 
completion within its deadline. However, the algorithm 
supports work-conserving mode if respective PM CPU 
capacity is not totally consumed. In such cases, the 
remaining free CPU capacity is distributed equally among 
all running VMs, until the entire CPU capacity of the PM is 
consumed or the maximum capacity of all VMs is reached 
to run tasks at maximum speed. 

3) Common Best-Fit (CBFIT): From all available PMs, 
the algorithm selects the PM that has the minimum available 
capacity to run a VM. 

4) Optimistic Best-Fit (OBFIT): From a set of PMs that 
will not fail before user task deadline, the algorithm weights 
and selects the PM that has both the minimum available 
capacity and minimum reliability to run a VM. 

5) Pessimistic Best-Fit (PBFIT): The algorithm 
calculates the average available capacity level Caverage
among the compute nodes that will not fail before task 
deadline, and from a set of PMs that will fail before user 
task deadline, it selects the PM with capacity Cp, such that 
Caverage + Cp results in the minimum available capacity to 
run a VM. 

C.  Implementation Considerations 
Ours simulations took into consideration the following 

stabilization and concurrence issues. 
1) Stabilization: Cloud computing resources are 

constantly being requested to run applications with different 
requirements. Because VMs are always being created and 
destroyed, it constitutes a dynamic environment by nature. 
As a result, running VMs can be consolidated during their 
lifetime to augmenting power-efficiency, which leads to 
additional, and often unsuitable, number of migration 
processes. In order to increase cloud infrastructure stability, 
by diminishing the number of migrations, we have 
implemented a sliding-window condition detection 
approach, which window size, threshold value and number 
of violations can be tuned. These parameters should be 

carefully evolved since they can lead to stable 
environments, with higher job completion rates but poor 
power-efficiency, or lower job completion rates but higher 
values for power-efficiency. 

2) Concurrence: As shown in Fig. 2, our system 
controller can run several cluster coordinators to serve 
various cloud users. Clusters coordinators run concurrently, 
implemented as threads. Decisions are taken by each cluster 
coordinator, based on the information it collects from the 
entire virtual cluster, running on top of the cloud computing 
infrastructure. Actions must be synchronized among all 
clusters coordinators, in order to make the best informed 
decisions and avoid conflicts. Wrong decisions can trigger 
inappropriate migrations and ultimately lead to system 
destabilizations, low job completion rates and poor power-
efficiency. Therefore, VM migrations and PMs selection is 
considered as a critical section, which access among cluster 
coordinators is controlled with a lock. After migration 
decision has been taken, the mij parameter is updated. 

V. PERFORMANCE EVALUATION

In this section, we investigate the performance of our 
proposal algorithms through simulations. Together with our 
algorithms, we also implemented CBFIT, OBFIT and 
PBFIT, these last two algorithms proposed in [29]. CBFIT 
heuristic intends to optimize power-efficiency, but does not 
take into account predicted occurrence time of failures in 
compute nodes. On the contrary, OBFIT and PBFIT 
heuristics dynamically allocate VMs considering both the 
capacity and reliability status of compute nodes. 

A. Simulation Set-up
For the performance evaluation, we implemented a 

simulator to closely simulate the private cloud computing 
environment, as shown in Fig. 2. The simulator allows the 
user to configure the cloud environment settings, such as 
users’ jobs, number and characteristics of physical nodes, the 
algorithm to map VMs to PMs and its parameters, etc., to 
better represent the real cloud environment. 

Our algorithms have no knowledge of when jobs arrive. 
The CPU capacity of physical nodes is represented in terms 
of Mflops units, which values can be evaluated using 
Linpack [30]. In our simulations we have used 50 physical 
nodes, each with 800 Mflops of CPU capacity. The amount 
of CPU resources required by a VM depends on the task it is 
running. VMs migration overhead is set to 12 seconds. 
Physical nodes are programmed to fail at well known 
instants in time and predicted occurrence time of failure 
precedes the actual occurrence time. Failed nodes stay 
unavailable during 60 seconds. In [29,31] is referred that 
predictor can accurately predict failure occurrences with an 
accuracy of 76.5%. In our simulations, we measured the 
impact of failure prediction accuracy in the performance of 
algorithms. We have created 30 synthetic jobs which 
simulate cloud users’ jobs, each being constituted of 5 
distinct CPU-intensive workload tasks. Jobs arrive at 
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unknown instants, with specific required resources and 
completion deadlines. 

The idea is to evaluate the impact of failures in making 
decision algorithms for dynamic allocation of VMs, with the 
objective to improve power-efficiency, while meeting the 
performance required by cloud users. 

B. Results and Analysis 
In this subsection we present our preliminary results 

obtained from simulations. First, we investigate how well the 
algorithms perform without reconfiguration of VMs to PMs 
mapping, during the tasks execution time, in order to 
improve power-efficiency (i.e. without compensation). 
However, VMs replacements can occur, due to proactive 
management of failures in the cloud infrastructure, migrating 
VMs from physical nodes about to fail to spare ones. Then, 
we investigate the performance of the algorithms if cloud 
infrastructure power-efficiency is improved during the tasks
execution time. Later, we analyze the impact of the number 
of failure occurrences in the performance of the algorithms. 

Fig. 3 shows the evolution of the working-efficiency 
metric due to variations in failure prediction accuracy. VM 
migrations are triggered exclusively due to proactive failure 
measures (i.e. no compensation). From Fig. 3 it is seen that 
RTTE algorithm performs generally better, even varying the 
failure prediction accuracy to lower values. 

Fig. 4 shows that, from the cloud users perspective, 
RTTE is the best algorithm, since, in most cases, it returns 
the highest completion rate of submitted jobs. If we take into
account that the average prediction accuracy achieved by the 
predictor tool in [29,31] is 76.5%, RTTE algorithm is the 
most suitable to dynamically allocate resources to execute 
cloud users’ jobs, in a computing infrastructure which 
components are subject to failure. From 70% to 80% of 
failure prediction accuracy, RTTE completes 70% to 90% of 
submitted jobs. 

In Fig. 5, we use compensation during the execution of 
users’ jobs, meaning that VM migrations can occur if that 
benefits power-efficiency. Size of slide window was set to 36 
seconds, with threshold of 65%. Results show that 
compensation imposes a negative impact on working-
efficiency metric, since the number of migrations rises, 
leading to violations of jobs deadlines (see Fig. 6 and Fig. 7). 

Figure 3. Evolution of working-efficiency related to variation in failure 
prediction accuracy, without compensation. 

Figure 4. Evolution of completion rate of users’ jobs related to variation 
in failure prediction accuracy, without compensation. 

Figure 5. Evolution of working-efficiency related to variation in failure 
prediction accuracy, with compensation. 

Fig. 7 illustrates the evolution of the number of 
migrations and respawns of VMs, as the failure prediction 
accuracy varies. It must be clear that results depicted in the 
figure should be evaluated considering the number of 
completion rate of users’ jobs, illustrated in Fig. 6. As we 
can see from Fig. 7, RTTE and MTTE algorithms present the 
most stable values along variation of failure prediction 
accuracy. However, RTTE algorithm achieves superior rate 
of completion jobs for practically same amount of migrations 
and respawns of VMs. On the other hand, CBFIT heuristic, 
which only targets power-efficiency and does not consider 
nodes’ reliability when mapping VMs to PMs, increases the 
number of VM migrations and respawns as failure prediction 
inaccuracy augments. Such approach leads to worse results 
of completion rate of users’ jobs. These events can be 
understood if we recall that higher number of VMs 
migrations and respawns can lead to higher number of 
violations in tasks execution deadlines. The results obtained 
from OBFIT and PBFIT heuristics show that the number of 
VMs migrations and respawns decreases with negative 
variation in failure prediction accuracy. OBFIT only assigns 
VMs to PMs if there are PMs that will not fail during tasks 
execution. The same applies to PBFIT, but for PMs that will 
fail. Additionally, PMs’ availability shorts with lowering of 
failure prediction accuracy, since predicted occurrence time 
of failure precedes the actual occurrence time. This implies 
that less VMs are created, because less PMs accomplish with 
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the heuristics selection criteria, leading to small amount of 
migrations and respawns of the running VMs. However, if 
less VMs are created, less jobs are executed and completed. 
In this sense, our results confirm authors’ conclusions [29]
about OBFIT and PBFIT algorithms, which mention that the 
algorithms do not perform well with bad predictions, in 
authors’ work referred as a prediction error above 40%.  

In Fig. 8 we present the evolution of working-efficiency 
metric with the variation in the number of failures in the 
cloud infrastructure, during the time of simulation for 
submission and execution of users’ jobs. The simulations 
were made by defining the failure prediction accuracy as 
75%, without compensation. The illustration denotes that, as 
the number of failure occurrences decrease in the cloud 
infrastructure, our RTTE and MTTE algorithms have a 
tendency to stabilize with similar performance results to 
those obtained from other heuristics CBFIT, and OBFIT. On 
the other hand, as the number of failures increases in the 
computing environment, RTTE algorithm performs better, 
compared to the other heuristics. The performance of PBFIT 
heuristic suffers directly with the absence of failures in the 
cloud infrastructure. This happens because PBFIT algorithm 
only assigns VMs to PMs that will fail during tasks 
execution. 

Figure 6. Evolution of completion rate of users’ jobs related to variation 
in failure prediction accuracy, with compensation. 

Figure 7. Evolution of the sum of migrations and respawns, during the 
execution of tasks, related to variation in failure prediction accuracy, with 

compensation. 

Figure 8. Evolution of working-efficiency related to variation of number 
of failure occurrences, without compensation. 

VI. CONCLUSIONS

In this paper, we have proposed alternative algorithms to 
dynamically map VMs to PMs, in which PMs are subject to 
failures. The objective is to maximize a working-efficiency 
metric, which implies to improve the power-efficiency of a
private cloud computing infrastructure, with lower impact on 
the performance required by users. To achieve such 
objective, we developed two dynamic VM allocation 
algorithms, MTTE and RTTE, which use two different 
methods to provide VMs the required amount of resources to 
complete running tasks within their deadlines. We have 
observed that the solution obtained from RTTE algorithm is 
the best, compared to well known algorithms, such as best-
fit. RTTE algorithm demonstrates to be useful to optimize 
power-efficiency, while maintaining high levels of 
completion rates of users’ jobs. The results have shown that 
provision of strictly necessary amount of resources to 
execute tasks complying with their deadlines can improve 
system power-efficiency and completion rate of users’ jobs, 
coping well with failures in cloud infrastructure. 
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